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What Is Machine Vision? 
 

Machine vision in its simplest description is the digital comparison of objects 

based on images. In more usable terms it is the ability to use cameras to acquire 

images with which a manufacturing process can obtain usable data. There are three 

distinct areas machine vision is used in.  

A) Inspection of parts and assemblies  

B) Robotic Guidance 

C) Bar code reading for part and assembly tracking  

This e-book is meant to help you gain a better understanding of what types of 

applications machine vision works well in. It is also meant to give you a high-level 

overview of the different types of technologies available and when they are best used. 

As you may imagine the field of machine vision is immense and many books could be 

written on each section we discuss here. If you have any questions feel free to reach 

out to Ardent Automation for clarification.  

Part Inspection 

Part inspection has been one of the 

longest-running uses for machine vision. 

Inspection programs take images of each 

part and find key features to check for 

quality and standardization.  

Using machine vision for part inspection has two critical advantages over a 

human inspection. First, it is inspecting every part the same way every time so there is 



no bias in the inspection process or variance between the inspectors and how they 

check each part. Machine vision uses quantitative data by comparing data from each 

pixel in the acquired image. Humans can only look at data from a qualitative standpoint 

of “Does it look correct?”  

Second, the process is automated allowing for 100% inspection of most products 

rather than relying on statistical quality control inspections as is common for many 

high-volume products. When humans handle products they can only handle so many 

parts and decisions at a time. In high-speed applications, this becomes a large issue 

and the solution is to only check products periodically and statistically verify a batch is 

good. 

The types of inspections that machine vision can achieve varies widely and there 

are many different methods to achieve each type of inspection. There is no one size fits 

all approach when it comes to machine vision. While automated inspections can be very 

powerful they can get a bad wrap because each setup is unique. You must get 

comfortable working with the technologies or it can be frustrating at times.  

The most common type of machine vision is simple presence-absence detection. 

The good news is these 

types of systems are 

typically very easy to set 

up. Many machine vision 

companies offer all in 

one smart camera with 



easy to use tools for this type of inspection.  

The next most common inspection is one that involves the measurement of a 

part. This set up will typically involve the part moving in front of a backlight to create a 

silhouetted image for the camera. The camera software then measures the distance 

across the shadow by counting the number of pixels. See images (a) and (b) below. 

Beyond those types of 

inspections, you have surface 

quality, finish inspection, crack, and 

flaw detection. Many systems look 

for items such as sealed containers 

or loose caps. Other types of 

systems verify that labeling is on a 

product and correct. Inspection 

systems go all the way down to 

inspecting circuit boards and glass 

cell phone screens.  

Sorting is another very 

common application for machine 

vision. When parts are mixed on a 

conveyor, cameras help robots sort 

the correct parts. This is also a 

common application in food processing and raw materials when items need to be sorted 

by size and shape.  



 

Robotic Guidance 

Robotic Guidance is a field of machine vision that is growing leaps and bounds. 

As you may guess it involves using machine vision to locate parts and guide a robot in 

three dimensions to grab or place the part.  

Historically robots had to rely on 

parts being in a known location and 

orientation. If this wasn’t possible it 

normally required a human to split up bulk 

parts and feed them into the process. 

Today’s advances in robotic guidance now 

provide several options to get away from 

human intervention when it comes to dealing with bulk or randomly placed parts.  

Using 2D cameras robots are now able to identify parts on a flat surface and if it 

is in an acceptable orientation. This is very useful with a category of part feeders known 

as flex feeders. In the past bowl feeding was the only way to automatically break up 

bulk parts but they have several drawbacks. First, they are designed specifically for one 

part. They are not easily reconfigured for new parts. Second, they are very costly to 

engineer and build because every part is different.  

Flex feeding typically uses vibration to separate parts. 2D vision is then used to 

monitor which parts are in an acceptable orientation and guide the robot to that part. 

This is very advantageous because as the name indicates you can run several different 

types of parts on the same table. Changing parts is as easy as loading in a new vision 



and robotic program. The only drawback to these systems as with most robotic 

guidance applications is speed. The time it takes the camera to process the image and 

guide the robot to the custom location can be a bottleneck for high-speed processes.  

 

Using 3D vision systems allows for a type of robotic guidance typically referred to 

as bin picking. Opposed to flex feeding systems bin-picking systems use 3D vision 

systems to locate parts in a bin and provide the robot with the correct x,y,z and roll, 

pitch, yaw coordinates. These types of systems eliminate the need for a flex feeding 

system altogether. They also can be used with much larger parts than flex feeders can 

handle. Their big drawback is also speed.  

 

Barcode Reading 

Barcode reading is the simplest form of machine vision. It is simply reading 1D or 

2D codes that are marked on or fastened to parts. Barcodes can serve many different 

purposes. The two main purposes are they carry specific data about what operations 

need to be done or they can track the data about the conditions in which the part was 

made.  

https://youtu.be/jyDCu90PHRs


Barcode reading is typically completed by cameras specifically designed to read them. 

In some applications where you need to check other features on a part, you can use a 

standard machine vision camera to also read the barcode as well, as long as it is in the 

field of view.  

 

 

 

 

 



 

Types of Technologies Used 

There are many types of technology that fall under the branding of “Machine 

Vision”. While many can be used across several categories we will try to break them 

down into logical groupings. Note that with machine vision it is important to correctly 

define your requirements. It is very easy to over-design your machine vision system 

resulting in a large amount of undue project cost. The three most important items to 

know going into the design is the time between images, the required field of view, and 

the size of the smallest feature to be analyzed.  

2D vision is by far the most 

common type and has historically 

been used for machine vision 

applications. 2D cameras are very 

similar to your standard personal 

digital camera. Images are 

acquired by light passing through a 

lens and landing on a sensor that 

then stores the intensity and potentially the color of the light on a sensor. These values 

are stored for each pixel. The software that then analyzes the picture to find 

programmed features looks at the image pixel by pixel. Like your own personal camera 

the higher the number of pixels the more detail you can achieve with a camera. The 



increase in quality also carries an increase in price so it is important to consider what 

level of detail is required for your application.  

CMOS imagers are the primary type of imager you will find in today’s cameras. 

They are much faster and easier to manufacture than the older CCD imagers. CMOS 

imagers allow for the data from each pixel to be accessed individually which improves 

the speed but also reduces noise in images.  

When selecting cameras the speed at which you need to acquire images needs 

to be one of the first things you consider. For low-speed applications or where a part is 

stopped entirely, you can use a more economical rolling shutter. Rolling shutters take 

data off of the sensor line by line so the whole image is not exposed at exactly the same 

moment. When looking at higher speed applications where your object is moving you 

should be looking to use a global shutter. The major difference is a global shutter 

exposes the whole image at once which cuts down on distortion. See the image below 

of a moving fan captured with both types of shutters.  



Speed also comes into play with how much processing power your overall 

system needs. Each image collected has to be run through the image processing 

program whether it is on board a smart camera or run on a stand-alone PC. The fast 

you need to acquire images the more processing power you will need per camera used.  

Field of view and the smallest feature to be analyzed go hand in hand. Field of 

view and smallest feature both tie back to your pixel size. The wider your field of view 

the larger the physical area each pixel represents. This makes smaller features less 

defined. When dealing with a large field of view but small features you must increase 

your pixel count by increasing the resolution of the camera. A second strategy is to 

instead of using a single camera with a very large resolution that could be quite costly is 

to weigh out using multiple smaller cameras with a much closer field of view. To 

illustrate both of these points let’s look at the following example. 

You want to have a field of view that is 2 ft wide. A 2MP camera will have 1920 

pixels across that 2-foot area so each pixel represents .0125 inches. By comparison, a 

5MP will have 2560 pixels across that same distance. Each pixel now represents just 

.0094 inches.  

Adjusting your application and just focusing on a 4-inch area instead would now 

mean with a 2MP camera you could get a pixel resolution of just .002 inches. This is 

almost 4.5 times better than the 5MP at the wider angle. The cost difference between 

these two cameras can be far greater than the gain in pixel resolution. This is why it is 

important to right-size your system and not take a “bigger is better” approach.  

Good applications for 2D vision are exterior or through-hole dimensions, surface 

inspections looking for surface pattern irregularities, and reading barcodes and 



characters on the packaging of products. 2D vision also can work well to identify the 

presence-absence of key features. 

Dimensioning with 2D cameras 

works best when the part can be backlit 

creating a silhouette that can be easily 

measured. This setup gives a very clear 

black and white image that is easy to get 

consistent measurements with. You can 

measure items that are interior to a part 

but consistent lighting and tool 

anchoring can be a challenge.  

Looking for surface patterns or surface damage is another area where 2D vision 

is preferred. 2D systems are good for identifying scratches and other forms of damage 

on a surface. Besides good programming with the toolsets available lighting is a critical 

component when doing a surface inspection. Lighting must be produced in a manner 

that leads to a very consistent even lighting across the surface of the part.  

Surface inspections are very successful with current vision technologies however 

an emerging technology is with the use of artificial intelligence (AI). AI provides vision 

systems with the ability to learn what a good part and a bad part are. They are very 

good at detecting flaws in parts that can occur in many shapes and sizes and varying 

locations.  

Optical Character Recognition (OCR) and bar code reading is the last major use 

of 2D vision systems. OCR is used heavily in food production when making sure labels 



are placed correctly. OCR is also very useful in verifying use-by dates or other 

human-readable that very package by package. Last OCR tools are very common in the 

shipping industry when label information may be 

printed on boxes.  

Bar code reading is the machine equivalent to 

OCR. Instead of reading the human-readable, it is 

easier to store data in the form of a bar code or 2D 

matrix. The data stored in the barcode can be 

used in multiple ways. Typically it is used to carry 

information about a part or assembly creation.  

3D vision is made of a few different types of technology. The most common and 

the one we will discuss in detail here is the laser line profiler. These types of sensors 

project a laser line onto a part. A sensor that is mounted at an angle reads the reflected 

laser and uses triangulation to generate heights across the line. When the part is moved 

at a known speed or with an encoder you can combine these profiles to get a full 3D 

height map of the surface. These 3D surfaces can then be evaluated with inspection 

tools similar to those used for 2D cameras.  

Laser line profilers have several advantages 

over 2D cameras. The overall set up is generally 

much easier because there is no lighting or lensing 

involved. Cameras can be hung at angles and 

quickly calibrated to a flat surface so the base setup 

doesn’t require extreme levels of accuracy. When 



using LMI GoCators (www.lmi3d.com) you can buddy cameras up to achieve a larger 

field of view if a single camera doesn't do what you need.  

3D handles surface measurements much better than 2D. If your surface has 

different heights and you want to make sure each point is at the correct height 3D is a 

much cleaner way to handle this. To do the same thing with 2D cameras would likely 

require several cameras to capture different angles along with different lighting for each 

angle. 3D also will still allow you to get all the same measurements that you can with 

2D. 3D allows you to measure edge to edge just like you can with 2D.  

Sizing for laser line profilers is also fairly simple. Across 

brands, the method is generally the same. Each model 

will have a fixed number of points across the line each 

model produces. The spacing on these points gives the 

X resolution. The Y resolution comes from the speed at 

which the camera collects data and how quickly the part 

or camera is traveling in the Y direction. Z resolution is 

specified by the manufacturer. Keep in mind with these 

cameras there will be a near and far-field of view. The 

laser forms a triangle shape so inside of the field of view the near field will have its 

points in the X-axis closer together than the points at the far-field. Camera selection 

takes all of this along with your tolerances into account.  

3D does have some potential issues that need to be addressed correctly. First is 

the idea of occlusion. The imager is looking at the line from an angle. If the laser falls 

http://www.lmi3d.com/


behind a high point on the part the sensor can no longer see the laser and will not get 

any data for that area.  

     This can be solved in a few different ways. One way is to change the angle 

the camera is at. This may allow you to avoid this while still getting the data that is 

critical to your measurements. Second, if you are using LMI GoCators, along with some 

other brands available, you can use a second camera that is reversed from the first. The 

two scans are then combined automatically in the software producing one complete 

image. See the video below.  

 

 

 

Picking the right type of technology 

We have given overviews of some common technologies available and their 

uses. So how do you choose the right type of technology for your application? 

First, know that there is no black and white answer to this question. When it 

comes to machine vision there are several correct answers. The approach you will want 

https://youtu.be/KEyncQ8Srjs?t=51


to take will depend on several factors including the results you are looking for, the 

amount of budget you have, space, and time constraints you have in your process.  

The first step in implementing a machine vision system is clearly defining what 

you are trying to accomplish with the system. This is the first thing that causes machine 

vision systems to fail. People commonly do not outline what they truly want out of the 

system. In some cases, they only need to find the presence or absence of a part or 

feature. They purchase an expensive high powered system that does what they need 

but may have a terrible ROI because of the upfront cost when a cheap simple camera 

would have done the trick.  

On the other end of the spectrum, it is all too common to see people try to buy 

cheaper systems to achieve a better ROI. The issue is they may need the advanced 

features that the higher end systems have. Many times this isn’t realized till too late and 

they have now sunk a large amount of cost into the system but fallen short of what they 

wanted to accomplish. This makes the system look like a failure out of the gate. 

When generating a spec list look for critical criteria, like do you want to measure 

something? If so what tolerances do you need to achieve? Are there any environmental 

issues to consider such as heat or moisture, heavy vibration in the area, large amounts 

of direct sunlight? What is the final output for the rest of the process?  

As you begin to answer some of these questions you will quickly start to see how 

your different options start to take form. As a rule of thumb if you are looking for several 

3-dimensional features of a solid part 3D vision is going to be recommended. If you are 

looking at surface finishes or measurements that will be very clear when your part is 

backlit 2D vision may serve you better. The flexibility of the system will come into play 



as well. 2D can be cheaper for simple setups but is only good for a single part. 3D 

systems are generally going to be more flexible across a wider variety of parts.  

Setup Considerations and Other Key System 

Components 

By now you have probably realized a machine vision system is rarely just a 

single camera. Many other components go into a successful vision application.  

In 2D vision applications, some of the most common components you will have 

are part fixturing, lighting, lensing, 

camera and lighting support 

system, and your image 

processing system. You will have 

virtually all of these in a 2D 

system. One option if your 

system allows is to make use of 

“Smart Cameras”. These types of cameras are prebuilt with lighting and lensing. They 

may also come with vision processing software directly on the camera. They make for 

much simpler and quicker set-ups but can also be limited in their applications.  

Part fixtures can be very critical. They ensure that the part is presented to the 

camera, in the same way, every time. Tools can find slight changes in part location but 

with 2D vision, if the angles change much it will typically change the lighting or the 

image perspective and the entire part will fail.  



Lighting is very critical with 2D imagining. Lighting can be used in many ways to 

draw out certain features on a 

part. If you are looking at a flat 

surface for an example and want 

to make sure there are no raised 

points you may shine a light 

across the surface. Raised points 

on that surface will then cast a 

shadow that a camera can easily detect. In other applications, you may need to 

eliminate all shadows by using omnidirectional lighting. This helps make it so flaws 

cannot be hidden in dark areas of the part.  

Lensing is also very important. Lensing is what allows changes in the field of 

view you want to look at. The lens can either be fixed or adjustable. In applications 

where conditions may change over time, you should strongly consider an adjustable 

style of the lens so you can adjust zoom and aperture. There are also many specialty 

lenses in the market today that allow for things like inspection of the inside of holes. 

When facing difficult setups it is best to consult with lens manufactures for their 

recommendations.  

The image processor and software used to inspect images is your last major 

consideration. Several major camera brands have their own image processing 

technology. Several major software providers do nothing but sell image processing 

software. There are many very common tools across all software platforms, however, 

each package offers its unique strengths. To some companies, it is better to standardize 



one type of software for ease of training. If you have the flexibility it is best to consult 

with vision experts to find out which package will best suit your needs.  

3D vision systems have some similar components to 2D but there are also some 

key differences. The things that are the same are you do still need some fixturing. 3D 

cameras can typically compensate a little better than 2D cameras. There is also image 

processing but with most 3D systems this is onboard the camera. There are also a few 

options for third party processing for advanced applications.  You do have the ability in 

some cases to process the 3D image through 2D imaging software. While this is rare it 

does come in as a powerful solution in some instances. 

 

Lighting is a big difference when it comes to 3D. Most 3D applications do not 

require any lighting. As we discussed before 3D images are created by reading the 

distortion in a laser or light source generated from within the camera.  



There is also no lensing in most 3D applications. Only in very custom 3D 

applications where 2D cameras are used in conjunction with specialized lighting to 

create 3D images are lenses involved.  

 

Wrap Up 

Hopefully, this short E-Book helps give you a better idea of how to approach 

installing a machine vision system. Each section could easily be its own book so our 

goal was to just help get you a good overview of some of the major components and 

considerations. If you have any questions about what you read or need any more 

assistance don’t hesitate to reach out to us at Ardent Automation.  

Machine vision can appear to be quite complicated and there are several factors 

into making it successful, however, it can also be an extremely powerful tool on your 

plant floor. One of the best ways you can approach your first system is by reaching out 

to companies such as Ardent Automation. There are many good options to work with 

people that have years of experience working with all different types of machine vision 

systems.  

 

 

http://www.ardentautomation.com/


 


